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1. What Is Claude Code?

Claude Code is not a chatbot. It is an agent that acts. Built by Anthropic, it lives in your
terminal (or browser) and reads, writes, searches, and executes code autonomously on your
machine. You give it a task in plain English, and it carries it out: reading your files, running
your scripts, and modifying your code as needed. Similar tools exist (OpenAl’s Codex, Google’s
Gemini CLI); this guide focuses entirely on Claude Code.

Regular chatbot Claude Code
File access Sees only what you paste Reads your entire project
Execution  Cannot run your code Runs Stata, R, Python, IXTEX
Context Forgets project structure Understands project context
Workflow  You do all the work Works while you think

The key distinction between Claude Code and the Regular Chatbot is that you have full file
access and execution capabilities. This means you can delegate entire workflows to Claude
Code. By setting it up properly you avoid repeating context and rules every time. You write
them once, and they are automatically available in every future session. Also, you can customize
it as much as you want to your personal needs and conventions. It is not a black box. You can
teach it your coding style, your folder structure, and your research process. It becomes your
personal research assistant that understands you and works the way you want.

2. Installation & Access

Claude Code is included in every paid Claude plan (Pro, Max, Team, Enterprise) or can be used
with a pay-as-you-go API account; the free plan does not include it. There are four main ways
to use it. The terminal, the desktop app and the IDE extensions use the same engine, read the
same configuration files and work on the files on your computer; the web version is different, as
explained below.

Option A: Terminal (CLI)

This is the most powerful and flexible interface. On a Mac, one command installs it (and it then
updates itself):

curl -fsSL https://claude.ai/install.sh | bash

Then type claude in any folder and log in with your Claude account. Homebrew (brew install
--cask claude-code) and npm also work. The full instructions, including Windows, are at
https://code.claude.com/docs/en/setup.

Let the chatbot walk you through it. Open Claude in the browser (https://claude.ai)

and say: “I want to install Claude Code on my Mac — guide me step by step.” It will give
you the exact terminal commands for your system and help you troubleshoot any issues.
This is often the fastest and least intimidating way to get set up.
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Option B: Desktop App

Download the Claude desktop app from https://claude.ai/download (Mac and Windows;
Linux in beta). Open the Code tab and pick a folder: you get a chat-like window, but Claude
works on the files in that folder and runs commands, exactly as in the terminal. The desktop
app adds a few things the terminal does not have: a visual diff of every change, a built-in
browser pane in which Claude can open and test web pages, and scheduled tasks that run on
your computer (Section 6).

Option C: Web and mobile (claude.ai/code)

Go to https://claude.ai/code. No installation needed, but note the difference: the web
version runs in a cloud machine managed by Anthropic on a copy of a GitHub repository.
It does not see the files on your laptop. It is useful for code that lives on GitHub and for tasks
you want to launch from your phone (the Claude mobile app has the same Code tab); it is not
the right tool for confidential data that must stay on your machine.

Option D: IDE Extensions

Claude Code is available as an extension for VS Code (and Cursor) and as a plugin for
JetBrains IDEs (IntelliJ, PyCharm, etc.). It runs inside your editor with direct access to your
open files and project structure.

Which should I pick?

The terminal, the desktop app and the IDE extensions read the same configuration and act on
the same files, so you can switch between them at any time. The terminal is the most powerful
and scriptable; the desktop app is the most visual and the easiest place to start. Once you are
comfortable, the terminal inside VS Code is a good combination: the power of the command
line, with the file structure and code visible as you work.


https://claude.ai/download
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Figure 1: Claude Code Interface

(a) Desktop App (b) Claude Code on Terminal

(c) Claude Code on VS Code

3. How Claude Code Works

There is no single “right” way to set up and use Claude Code. What follows is how I use it, but
from talking to colleagues I have learned that everyone develops different habits and workflows.
Don’t feel constrained to do exactly the same—experiment and find what works best for you.

Now that we have installed Claude Code and have it running, let’s understand how it works
under the hood. This will help you use it more effectively and customize it to your needs.

3.1. Built-in Tools

Claude Code works through a set of built-in tools. You will see three of them all the time; the
others come into play for specific tasks.

Try to remember what the main tools do. Claude Code runs these tools on its own,
but will ask you for permission. If you learn what they do, you avoid undesired outcomes!
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The big three

Tool What it does Example
Read / Write / Edit File I/O: read, create, and Read a .do file, edit a line, write
modify files a new .tex file
Bash Run any shell command Execute Stata in batch mode,
compile TEX, run Python
Grep / Glob Search file contents and file Find all .dta files, search for a
names variable across do-files

Secondary tools (loaded on demand)

Tool Purpose

Agent Spawn a separate Claude instance (a subagent) to work
in parallel

Skill Invoke a reusable playbook (e.g. /stata-regression)

WebSearch Search the web for documentation, papers, references

WebFetch  Download and read a specific web page

MCP tools Tools added by connectors: Gmail, Google Drive, a
browser (Section 6)

Skills and agents control how these tools are used. They do not add new capabilities; they add
structure and consistency to how Claude approaches your tasks.

4. Customizing Claude Code

When you install Claude Code, it creates a folder called .claude/ on your machine. Think of
it as Claude’s home base — it is typically located in your system’s home directory alongside
other application folders. Every time you start a session, Claude reads this folder to understand
who you are, what you are working on, and what rules to follow. From this .claude/ folder,
you teach Claude how to navigate your laptop: which folder is for which project, which rules to
follow, and how to execute code. Thirty minutes of initial setup saves hours of repeated
instructions.

4.1. The .claude/ global folder

The global .claude/ folder contains all the files that Claude reads at the start of every session,
regardless of which project you work on. The most important file inside it is the CLAUDE.md, a
Markdown file that serves as the starting point for Claude. It should be structured to provide
comprehensive context: who you are, what tools you use, what your critical rules are, and what
projects you are working on.

But the global folder contains more than just CLAUDE.md. It also holds your skills, agents, and
rules, three types of customizations that we will cover in detail later in this section. For now,
keep in mind that all of these live inside ~/.claude/ and are available in every session.

NB: ~/.claude/ is a “hidden” folder in your computer. On a Mac, open your home folder in
Finder and press [ 3 |+ T ]+[ . | (period) to show hidden files. On Windows, click on “View” and
show “Hidden items”.
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4.2. How Claude loads context: the two-layer system

The key idea is simple: you have global instructions (loaded every session) and project-specific
instructions (loaded when you pick a project). Here is how a typical session starts:

1. Claude reads your global CLAUDE.md (~/.claude/CLAUDE.md). It learns who you are, your
tools, your critical rules, and your list of projects.

2. You tell Claude which folder you want to work in (e.g., OneDrive, Dropbox) and which
specific project to focus on. You can have multiple projects in the same folder, but you
need to specify which one you want to work on in that session. Your global CLAUDE.md
can include a session checklist that automates this, for example telling Claude to ask:
“Which project are we working in today?”

3. You answer (e.g., “Project 17). Claude reads that project’s local CLAUDE.md and learns the
project boundary, research focus, folder structure, and key files to read. This is important
because it loads the right context and sets boundaries: Claude will not touch files outside
that project folder (more on this in the privacy section).

4. Claude reads any referenced context files (e.g., a research plan, a paper outline, or a
handoff file from the last session) and is ready to work.

Rules (from ~/.claude/rules/) are loaded automatically in the background at every session.
You never need to invoke them. Skills and agents are loaded on demand when you need them.

On top of the files you write, Claude also keeps its own notes: auto memory. When it learns
something worth keeping (a preference you stated, a quirk of your data, a command that works
on your machine), it writes it to a MEMORY .md file in ~/.claude/projects/ and reads it back at
the start of the next session. You can see and edit these notes with the /memory command.

The result: Claude has full context in under 30 seconds. You write each piece of information
once, and it is automatically available in every future session. It may sound complex at first,
but the mental model is straightforward. Global instructions are always loaded; project-specific
instructions are loaded when you pick a project. All the layers speak to each other automatically.

4.3. Global CLAUDE.md in detail

This is your master configuration file, loaded at the start of every session regardless of which
project you choose. A good global CLAUDE.md has three layers:

Layer Content Example

Identity Your role, tools, research “PhD candidate in economics.
context Tools: Stata, WIEX, R.

Guardrails Critical rules, coding con- “NEVER delete data files. Raw
ventions data is read-only.”

Context Active projects, folders, Table of projects with folder
phases paths and status

Here is what a typical global CLAUDE.md looks like:

# CLAUDE.md -- Global Operating Rules

## Who I Am
PhD candidate in economics. Tools: Stata, LaTeX, R.
Working station: my_laptop.

## Critical Rules
0. Always work in OneDrive folder
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1. NEVER delete data files (.dta, .xlsx, .csv)
2. NEVER delete program files (.do, .R, .py)
3. Raw data is sacred -- never modify files in Raw_Data/

## Active Projects

| Project | Folder | Phase |

| My JMP | 1-JM_Paper/ | Empirical analysis |

| Side project | 2-Side_Project/ | Data preparation |

## Session Checklist

At the start of each session:

1. Greet the user

2. Ask which project we are working in today
3. Read that project’s .claude/CLAUDE.md

4. Read the project’s handoff file

You do not have to write this from scratch. Start a session with Claude and say: “Help

me write a CLAUDE.md for my setup.” Claude will interview you about your role, tools,
projects, and rules, and then draft the file for you. Inside a project, the /init command
drafts a first CLAUDE.md from the files it finds.

A CLAUDE.md can also pull in other files with an @ import, for example @notes/plan.md: the
imported file is loaded together with it, so long reference material can live in its own file.

4.4. Project-specific CLAUDE.md

Each project gets its own CLAUDE.md inside a .claude/ subfolder within the project directory.
This file complements the global one with project-specific information:

e Boundary: “Stay within ./Project_1/. Never navigate above this directory.” This is
crucial: it prevents Claude from accidentally modifying files in other projects.

e Research focus: What the project is about, the research question, key data sources.

e Important directories: A table showing which folders exist, what they contain, and
whether Claude is allowed to modify them.

o Key context files: Files that Claude should read at the start of each session (e.g., a
research plan, a paper outline, the latest handoff).

Example:

# Project: My JMP

## Boundary
Stay within ./1-JM_Paper/. Never navigate above this directory.

## Research Focus
Job market paper on sovereign-bank transmission in Portugal.

## Important Directories

| Directory | Purpose | Modify? |

| Data/Raw_Data/ | Original source data | NEVER |

| Data/Final_Data/| Analysis-ready | With caution |
| Codes/ | Analysis scripts | Ask before deleting |
| Drafts/ | Working papers | Active |

4.5. Settings files

~/.claude/settings. json controls global permissions: what Claude is allowed to do by default.
You can allow specific tools, deny access to certain paths, and configure hooks:
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{

"permissions": {

"allow": ["Read", "Edit", "Write", "Glob", "Grep",
"Bash(stata-mp:*)", "Bash(pdflatex:*)"],

"deny": ["Read(./Data/Raw_Data/*x)"]

}

}

project/.claude/settings.local. json provides project-level overrides. For example, you
might allow Stata execution only in specific projects. Again, you can simply ask Claude to
update these settings for you.

4.6. Skills — Reusable Playbooks

A gkill is essentially a saved prompt for a specific task. Think of it as writing down, once,
exactly how you want Claude to handle a particular workflow: which conventions to follow, what
output format to use, where to save files. Once it is written, you never need to re-explain those
instructions. Each skill lives in its own folder inside ~/.claude/skills/ and contains:

e SKILL.md (required): A Markdown file with a short header block (name and description
between --- markers) followed by the full instructions. Typically the only thing needed

o scripts/ (optional): Executable code (Python, Bash, etc.) for deterministic tasks.

o references/ (optional): Documentation that Claude can load as needed.

o assets/ (optional): Templates, fonts, icons used in output.

How skills work: progressive disclosure

Skills use a three-level system to minimize token usage:

1. Frontmatter (name + description): Always loaded into Claude’s context (~100 words).
This is what Claude uses to decide whether the skill is relevant to your current request.

2. SKILL.md body: Loaded only when the skill is actually triggered. Contains the full
instructions.

3. Bundled files (scripts, references): Loaded on demand only when the skill needs them
during execution.

How to invoke a skill

Type /skill-name in your conversation. Claude also uses a skill by itself when your request
matches its description (“run the baseline regressions” will trigger /stata-regression). For
example:

/stata-regression

Claude loads the skill’s full instructions and follows them, using your naming conventions, your
fixed effects specifications, your output format, and your save locations. Every time.

Older guides mention custom slash commands (. claude/commands/); these have been merged
into skills and still work.

How to create a skill manually

Create a folder in ~/.claude/skills/ with a SKILL.md file. The file must start with a header
block (between --- markers) containing at minimum a name and a description:

name: stata-regression
description: Run panel regressions with reghdfe, export tables to .tex
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# Stata Regression Skill

## When to use
When the user asks to run regressions or create regression tables.

## Conventions

- Use reghdfe for all panel regressions

- Cluster standard errors at the firm level by default

- Export tables with esttab in booktabs format

- Save .tex files to the project’s output/tables/ folder

## Steps

1.

(S0 >NV V)

Load the data per the user’s instructions

Run the regression with the specified fixed effects
Format the table with esttab

Save to the output folder

Print diagnostics to the terminal

The Skill Creator (/skill-creator)

You do not need to write skills entirely by hand. Anthropic provides an official skill-creator
tool that builds skills for you through a structured, interactive workflow:

1.

Interview: The skill-creator asks you what the skill should do, when it should trigger,
what the expected outputs are, and what edge cases to handle.

Write: It drafts the SKILL.md with the header block and detailed instructions.

Test: It creates evaluation prompts and runs them in two modes, with the skill and without
(baseline), to measure how much the skill improves Claude’s output.

Iterate: Based on test results, it refines the instructions and re-tests.

. Optimize: It fine-tunes the skill’s description for better triggering accuracy, ensuring the

skill activates when it should and stays quiet when it shouldn’t.

To use it, type /skill-creator and follow the prompts. Expect about 15-30 minutes to build
and test your first working skill.

Plugins package skills, agents and hooks so they can be shared. Type /plugin to browse and
install them from Anthropic’s official marketplace or from others’.

Anthropic’s official guide, “The Complete Guide to Building Skills for Claude”, covers everything
from fundamentals to testing and distribution. It is available at https://github.com/anthrop
ics/skills.

Example skills

4.7.

Skill What it does

/stata-regression Runs reghdfe regressions with your standard FE specs,
exports .tex tables

/keeptrack-log Writes a structured session log + handoff file at end of
session

/review-paper Runs a 6-agent pre-submission referee report on your
paper

/latex-tables Formats publication-ready IATEX tables with booktabs

Agents — Parallel Workers


https://github.com/anthropics/skills
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What is an agent?

An agent is a separate Claude instance that runs in its own context window, independently
from your main conversation. While a skill guides Claude within your conversation, an agent
works for you in a separate process and reports back when it is done.

You can spawn multiple agents simultaneously. For example, while you continue working in the
main session, three agents could be running in the background:

¢ One reviewing your code for errors
¢ One cleaning a dataset
e One drafting slides from your results

Each runs independently, in parallel, using its own context window and consuming its own tokens.

Skills vs. agents — the key distinction

Skills Agents
Where In your conversation Separate process
How invoked /skill-name Spawned via the Agent tool
Context Shares your context win- Has its own context window
dow
Parallelism Sequential (one at a time)  Multiple can run in parallel
Best for Consistent, repeatable Complex, multi-step back-
workflows ground tasks

Mental model: Skills are recipes (instructions for the chef). Agents are sous-chefs (separate
workers you delegate to). In setting up the agent you can assign him one or more skills to use but
you can also give him custom instructions — for example, to follow specific coding conventions or
to save files in a certain way. The agent becomes a mini-version of Claude that works in parallel
with its own context and tools.

How to set up a custom agent

Create a .md file in ~/.claude/agents/ (or type /agents and let Claude create it). The file
starts with a header block (between --- markers) specifying the agent’s name, description, model,
and available tools, followed by the agent’s instructions:

name: data-builder

description: Data cleaning, merging, reshaping in Stata.
model: sonnet

tools: Read, Write, Bash, Glob, Grep

You are a data pipeline specialist. Your job is to clean,
merge, reshape, and construct variables in Stata.

## Conventions

- Raw data is sacred -- never modify it

- Save intermediate files to Data/Intermediate/

- Save final files to Data/Final_Data/

- Use clear variable labels

- Log all operations

10
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Built-in vs. custom agents

Claude Code comes with several built-in agent types you can use immediately without creating
any files:

o Explore: Fast codebase exploration — find files, search code, answer questions about
project structure.

e Plan: Design implementation strategies before writing code.

« general-purpose: Flexible agent for research, web search, and multi-step tasks.

Custom agents (like the example above) add your domain-specific knowledge and conventions on
top of these capabilities.

Example custom agents

Agent What it does

data-builder  Executes data cleaning/merging tasks in Stata au-
tonomously

paper-critic  Anonymous peer reviewer calibrated to top journals

slide-builder Builds Beamer presentations in your exact style

lit-scout Literature scout — searches web, identifies key papers,
synthesizes findings

4.8. Rules — Auto-loaded Protocols

What are rules?

Rules are .md files stored in ~/ . claude/rules/ (for all projects) or in a project’s .claude/rules/.
They are loaded automatically at the start of every session — you never need to invoke them.
Unlike skills (which you trigger with /name) and agents (which you spawn for specific tasks),
rules run silently in the background, shaping how Claude approaches all of your work. A rule
can also be limited to certain files with a paths: line in its header (e.g. paths: "*x/*.do" for
Stata conventions): it is then loaded only when Claude works on matching files.

How are rules different from CLAUDE.md?

CLAUDE.md Rules

Scope Master config — identity, Modular — one protocol per
rules, projects file

Location ~/.claude/CLAUDE.md or ~/.claude/rules/*.md
project/.claude/CLAUDE.md

Loading  Always loaded Always loaded

Purpose  Tell Claude who you are Tell Claude how to work

Think of CLAUDE.md as your constitution and rules as your standard operating procedures.

11
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Example rules

Rule file What it does

plan-first-workflow.md For any non-trivial task, enter plan mode before
writing code. Draft plan, save to disk, get approval,
then implement.

orchestrator-protocol.md After a plan is approved, execute autonomously:
implement, verify, review, fix, score. Maximum 5
review-fix rounds.

verification-protocol.md Before declaring a task complete, verify: Stata syn-
tax and paths, INTEX compilation, output file exis-
tence.

4.9. The full directory tree

Now that you know all the pieces — CLAUDE.mmd, settings, skills, agents, and rules — here is
how they fit together on disk:

Macintosh HD/ (your system disk)
Users/yourname/

.claude/ Claude’s home base
CLAUDE.md Global rules

settings. json Permissions & hooks
OneDrive/ (or Dropbox, Google Drive, etc.)
.claude/ Your customizations (synced)
skills/ Reusable playbooks

agents/ Parallel workers

rules/ Auto-loaded protocols
Project_1/ Your research projects
.claude/

CLAUDE.md Project-specific context
settings.local.json Project permissions

Data/

Codes/

Project_2/

.claude/

CLAUDE.md

Project_3/

.claude/

CLAUDE.md

Notice that skills, agents, and rules live in your cloud storage folder (OneDrive, Dropbox, etc.)
rather than directly inside ~/.claude/. This way your customizations are backed up and synced
across machines. To make this work, you create symlinks — shortcuts that tell Claude Code to
look in your cloud folder instead. This is a one-time setup per machine. If you are not familiar
with symlinks, just ask Claude in a chat session: “Help me set up symlinks so my skills, agents,
and rules sync via OneDrive.” It will walk you through the exact commands for your system.

5. Workflows & Best Practices

12
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5.1. Session Continuity — Log Files and Handoffs

Everything you set up in your CLAUDE.md (your identity, rules, project structure) persists across
sessions, and auto memory keeps a few facts Claude has learned. But Claude does not remember
in detail what you did in a previous session. It knows who you are and what project you are
working on, but not that yesterday you fixed the merge issue, or that the regression tables are
done and you still need robustness checks. That session-specific context is lost every time you
start a new conversation.

Log files bridge this gap. They capture what happened in a session so that the next session can
pick up where you left off, without you having to re-explain anything.

The solution: a log-writing skill

Create a skill (or use one like /keeptrack-log) that writes a structured log file at the end of
each session. The skill produces two files:

1. Session log (notes/session_2026-03-25.md): A detailed record of what was done, what
decisions were made, and what follow-ups remain.

2. Handoff file (.claude/handoff.md): A condensed snapshot optimized for the next
session’s cold start. Just enough context for Claude to pick up exactly where you left off.

How it works in practice

End of session:

You: "Let’s wrap up. Write the session log."
Claude: [writes session log + updates handoff.md]

Start of next session: Your CLAUDE.md tells Claude to read the handoff file as part of the
session checklist. Claude reads it and says: “Last session (March 25): we fized the merge issue
in la-Cleaning.do and ran the baseline regressions. Open follow-ups: robustness checks with
alternative clustering.”

No re-explaining needed. The handoff file bridges sessions automatically.

Why this approach works

o Explicit: you can read and edit the log yourself. It is a plain Markdown file.
e Versioned: one file per session, nothing gets overwritten.

e« Human-readable: useful for your own notes, not just Claude’s.

o Persistent: survives across machines, context resets, and weeks of inactivity.

5.2. Privacy & Data Protection

Claude Code has file access: it can read and modify files on your machine. This is what makes
it powerful, but it also means you need to control what it can touch. There are three layers of
protection, from softest to hardest.

Layer 1: CLAUDE.md rules (instructional)
Add clear instructions to your CLAUDE.md:

## Critical Rules

1. NEVER delete data files (.dta, .xlsx, .csv)

2. NEVER delete program files (.do, .R, .py)

3. Raw data is sacred -- NEVER modify files in Data/Raw_Data/
4. Ask before deleting any file

13
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Claude follows these rules reliably, but they are instructional, not technically enforced by the
system. Think of them as strong suggestions that Claude takes very seriously.

Layer 2: PreToolUse hooks (programmatic)

A hook is a shell script that runs automatically before a tool call. Claude Code passes it the
details of the call (which tool, which file, which command) as JSON; if the script exits with code
2, the call is blocked and the script’s message is shown to Claude. This gives you programmatic
control over what Claude can do.

Example hook (~/.claude/hooks/block-raw.sh):
#!/bin/bash

# Block any read or edit of a path containing Raw_Data
p=$(jq -r ’.tool_input.file_path // empty’)

if [[ "$p" == *Raw_Data* ]]; then

echo "BLOCKED: Raw_Data is read-only." >&2
exit 2

fi

exit O

You register it in settings. json under hooks, telling Claude Code which tools it applies to:

"hooks": { "PreToolUse": [ {

"matcher": "Read|Edit|Write",

"hooks": [{ "type": "command",

"command": "~/.claude/hooks/block-raw.sh" }]
Y13

Layer 3: Permission deny rules (strongest)

The strongest protection: a hard block in settings. json that cannot be overridden, not
even by Claude itself:

{

"permissions": {

"deny": [
"Read(./Data/Raw_Data/**)",
"Edit (./Data/Raw_Data/*x)"
]

}

}

Paths follow simple conventions: ./ is relative to the project folder, ~/ to your home folder, and
// is an absolute path; a path starting with a single / is relative to the settings file, not the root
of your disk. One limit to keep in mind: these rules apply to Claude’s own tools. A Python or
Stata script that Claude runs can still open the files itself, so keep confidential data out of reach
of scripts too.

If you want to set up these privacy layers, ask Claude directly, then test them yourself by trying
to trigger the block. For example, after setting up the deny rules, ask Claude to read a file in
Raw_Data/ and check that it is blocked.

5.3. Best Practices
Eight practices that make the difference
Setup:
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1.

Write a good CLAUDE.md. Have Claude help you write it. Thirty minutes upfront
saves hours of repeated instructions.

. Set clear boundaries. Protect raw data with all three layers. Review changes before
committing.
Use Skills. Create reusable playbooks for recurring tasks. Do not re-explain your

conventions every session.

. Use Git (GitHub). Git is a version control system that keeps a full history of every

change to your files. If Claude Code ever messes something up (overwrites a script, breaks
a do-file), you can revert to any previous version instantly. Claude can handle commits for
you directly from the terminal. If you are not familiar with Git, ask Claude to walk you
through the setup.

Workflow:

o.

6.

7.

8.

Plan

Log files for continuity. Use a session-logging skill to write handoff files. Claude picks
up where you left off (see Section 5.1).

Plan first, act second. Plan in one session, implement in a fresh one. Long threads
degrade performance. Fresh context = better output.

Use Claude to learn Claude. Ask first, understand, then execute. Claude is the best
teacher of its own capabilities.

Trust but verify. Always check outputs, especially regressions. Claude is powerful but
not infallible. Run the code, inspect the results.

mode — think before you act

For any non-trivial task, enter plan mode before writing code (press [ T ]+[Tab] until the

mode

shows “plan”; or type /plan). Plan mode is a read-only exploration phase where Claude

investigates your codebase, designs an approach, and presents it for your approval, without
making any changes to your files.

Why

it matters:

e Prevents wasted effort on wrong approaches

Catches ambiguity and misunderstandings before implementation begins

e Plans are saved to disk and survive context compression
e Fresh context after planning produces better output

Example — how a plan mode interaction looks:

You:

I need to add heterogeneity analysis to my LP

regressions. Let’s enter plan mode first --

Iw

ant to align on the approach before we

start coding.

Claude: [enters plan mode]
[explores codebase, reads existing regression files]

[dr

afts plan: which files to modify, which

interactions to add, output format]
[presents plan for your approvall

You: Looks good, but use revenue instead of employees
for firm size.
Claude: [updates plan, exits plan mode, implements]

Plan files are saved to notes/plan_YYYY-MM-DD_description.md. You can reference them in
future sessions and they serve as documentation of your design decisions.
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6. Beyond Code: Connectors, Automation and Dashboards

So far Claude Code has worked on files in your project. Four features let it reach further: into
your email and calendar, into a web browser, onto a schedule, and onto a web page you can open
from anywhere. Put together, they turn Claude Code from a coding assistant into something
closer to a research and admin assistant.

6.1. Connectors (MCP)

Connectors give Claude new tools through the Model Context Protocol (MCP). The easiest
ones to set up are those you connect on https://claude.ai/customize/connectors (Gmail,
Google Calendar, Google Drive and many others): once connected, they are available in Claude
Code as soon as you log in with the same account. Other servers are added from the terminal:

claude mcp add --transport http <name> <url>

Type /mcp to see what is connected. Connectors are powerful, so give each one only the access it
needs, and write the limits in your CLAUDE.md (for example: “Gmail: read job-alert emails only.
Never send, draft or delete.”).

6.2. A browser Claude can use

Claude can drive a web browser: open pages, click, fill in fields and read what is on screen. There
are two ways: the Claude in Chrome extension, which works in your own Chrome (/chrome in
the terminal), and the browser pane built into the desktop app, a separate clean browser that
Claude uses to preview and test web pages it builds. Useful for checking a website you maintain,
or reading a data portal that has no download button.

6.3. Scheduled tasks

Claude Code can run a task on a schedule, with no one at the keyboard:

e Desktop scheduled tasks run on your computer, with access to your local files. The
computer must be on and the app open.

e Routines (/schedule) run in the cloud on a GitHub repository, even when your laptop is
off.

o /loop repeats a prompt at an interval inside a session you keep open (for example, checking
every ten minutes whether a long Stata job has finished).

Write the prompt of a scheduled task as if for a colleague who cannot ask you questions: what to
read, what to produce, where to save it, and what never to do.

6.4. Artifacts: pages you can open anywhere

Claude Code can publish an HTML page it has written as an Artifact: a private page on your
claude.ai account that you can open from any browser or your phone and share with others when
you choose. Type /artifacts to list yours. An Artifact is ideal for results you want to look at
rather than read in the terminal: a summary of a regression run, a chart of your data, a reading
list, or a dashboard that a scheduled task keeps up to date.

6.5. Worked example: a job-market dashboard

During my job market I used these pieces together to follow job postings without spending my
mornings in my inbox. The system has four parts:
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. A skill (job-run) that describes the whole procedure: read new LinkedIn job-alert emails

through the Gmail connector, check a watchlist of institutions’ career pages, drop what
does not fit (internships, roles that require languages I do not speak), and score every other
opening on a rubric I calibrated with Claude (role, employer, location, contract; grades A
to D).

. A dashboard published as an Artifact, where each opening appears as a card with its

score, deadline and a one-line reason. I mark each card Apply, Maybe or Dismiss and add
notes; the page keeps its own small database, so my marks are saved and each run only
adds what is new.

. A scheduled task that runs the skill every morning at 9:00 and files the alert emails into

a label, so the inbox stays clean.

. A follow-up step: for each opening marked Apply, Claude creates the application folder

with the job ad saved as a PDF, the right version of my CV, a checklist of required
documents and eligibility conditions, a list of the posting’s keywords matched to facts
from my CV, a first draft of the cover letter in my style, and a new row in my application
tracker.

The rules matter as much as the features. The skill never submits an application, never writes
to anyone, and never claims anything in a letter that is not on my CV; it only prepares, and 1
decide.

(&

Tip

Build your own in one session. Start in plan mode and describe what you want in
plain words: “Fvery morning, read my job-alert emails, score the openings on these criteria,
and show them on a dashboard where I can mark the ones I want to apply to.” Let Claude
propose the pieces (skill, dashboard, schedule), test the skill by hand a few times, and only
then schedule it. The same pattern works for other recurring chores: new papers in your
field from journal alerts, deadlines of calls for papers, or the progress of a long data pipeline.

6.6. Other things I use it for

o A personal website. My academic website (https://guidoardizzone.github.io) is

plain HTML hosted free on GitHub Pages. Claude Code wrote it, keeps the online CV in
sync with my ITEX CV, checks each page in its browser before publishing, and helped set
it up for Google search.

Interview preparation. Turning scattered notes into practice sheets organised by topic,
with a one-minute answer per question.

Slides and tables. Beamer slides and IXTEX tables in my own style, through dedicated
skills and agents.

7. A Complete Example: Guido’s Setup

Here is how all the pieces fit together in a real research workflow.

7.1. The multi-layer flow in action

Step 1 — Session starts. Claude reads ~/.claude/CLAUDE.md and learns: Guido is a PhD
candidate in economics at IHEID. Primary tools: Stata, IXTEX, R. Critical rules: never delete
data, never delete programs, raw data is sacred. Active projects: job market paper, sanctions
paper, bond-level paper, IMF paper, job search.
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Step 2 — Claude asks: “Which project folder are we working in today?”
Step 3 — Guido says: “JM Paper”

Step 4 — Claude reads 1-JM Paper/.claude/CLAUDE.md and learns the project boundary
(stay within this folder), the research focus (sovereign-bank-firm transmission in Portugal), and
the key context files to read.

Step 5 — Claude reads the handoff file and key context documents. Now it knows the full
state: what was done last session, what is pending, what the research design is.

Total time: approximately 30 seconds. No re-explaining needed.

7.2. Directory structure

~/.claude/
CLAUDE.md Global rules (always loaded)
settings. json Permissions + hooks

skills/ - OneDrive Symlinked for cloud sync
agents/ - OneDrive Symlinked for cloud sync
rules/ - OneDrive Symlinked for cloud sync

~/0OneDrive/

1-JM_Paper/

.claude/

CLAUDE.md Project-specific context
handoff.md Last session’s state
Data/

Codes/

Drafts/

notes/ Session logs + plans
2-Sanctions_Paper/

.claude/CLAUDE.md

3-Bond_Level_Paper/

.claude/CLAUDE.md

Job_Hunt/

.claude/CLAUDE.md
.claude/skills/job-run/ Project-only skill
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7.3. Selected skills, agents, and rules

Type Name Purpose
Skills
/stata-regression Run reghdfe panel regressions, export
.tex tables
/notes-log End-of-session log + handoff file
/latex-tables Generate publication-ready IATEX tables
/latex-beamer Create Beamer slides from paper content
/job-run Daily job scan, dashboard and application
folders (Section 6)
Agents
data-builder Data cleaning/merging in Stata — exe-
cutes autonomously
paper-critic Anonymous peer reviewer calibrated to top
journals
slide-builder Builds Beamer presentations in exact style
conventions
lit-scout Literature scout — web search, synthesis,
positioning
Rules

plan-first-workflow
orchestrator-protocol
pdf-processing

Plan before coding; save plans to disk
Autonomous execution after plan approval
Handle PDF reading and extraction tasks

8. Pricing & Token Consumption

Claude Code runs on tokens: every file read, every tool call, every agent spawn and every
response uses some. Understanding this helps you use it efficiently, whether you pay per token
or through a subscription with usage limits.

8.1. Choosing a model

Claude Code lets you choose which model runs under the hood. Type /model during a session
to switch; your choice becomes the default for new sessions. The current family, with API prices

per million tokens:

Model Input Output Best for

Haiku 4.5 $1 5 Quick edits, simple and mechani-
cal tasks

Sonnet 5.5 $2 $10 Daily workhorse — good quality,
reasonable cost

Opus 5.5 $4 $20 Complex reasoning, long multi-
step tasks

Fable 5.1 $10 $50 The hardest problems; the most

capable model

The model you choose is the single biggest factor in cost. Each step up roughly doubles
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the price (Fable is 2.5 times Opus), and output tokens cost five times input tokens. For most
tasks Sonnet is the sweet spot; use Opus or Fable when you need deep reasoning (debugging a
tricky Stata loop, designing an identification strategy) and Haiku for quick, mechanical tasks.

8.2.

Two ways to pay

Option 1: API key (pay-per-token). You create an account on the Claude Console and pay
for exactly what you use, at the prices above.

Option 2: Subscription. Claude Code is included in all paid Claude plans, each with its own
usage limits:

Plan Price/month Claude Code

Pro $20 ($17 billed yearly) Included — enough to learn and for
light use

Max from $100 Included — 5x or 20x the Pro usage

Team $25 (standard seat), $125 (premium seat) Included; premium seats for heavy
users

Enterprise Custom Included

For heavy daily use, a Max plan usually costs less than paying per token.

Prices as of September 2026 — check ht tps: //claude.com/pricing for current rates.

8.3.
1.

N =

o Gk w

What consumes the most tokens?

Model choice. The biggest lever: the same task on Opus costs about twice as much as
on Sonnet, and on Fable five times. Always ask yourself whether the task really needs the
top model.

. Large file reads. The longer the file, the more tokens. Format matters too: PDF pages

are processed as images as well as text, so a 10-page PDF costs far more than the same
text in a .txt or .md file.

Conversation history. Every message you send includes the entire conversation history
up to that point. This is why long sessions get progressively more expensive. Use /compact
to summarise the conversation so far, or /clear to start fresh.

Agent spawns. Each agent gets its own context window with a copy of the instructions.
Spawning several agents in parallel is powerful but token-heavy.

. CLAUDE.md overhead. Your CLAUDE.md files and rules are loaded in every session. If

they are long, that cost adds up. Keep them concise and move long material into files that
are read only when needed.

Extended thinking. On hard problems Claude reasons before answering. This “thinking”
uses tokens you do not see but still pay for.

. Tips to reduce costs

Use Sonnet as your default. Reserve Opus and Fable for complex reasoning.

Watch your usage. /usage shows the session’s cost and your plan’s limits; /context
shows what is filling the context window.

Use plan mode. Align on the approach first; avoid wasted implementation cycles.
Start fresh sessions when context gets long. Fewer tokens re-sent per message.

Be specific in requests. Reduce back-and-forth; each turn re-sends the full history.
Use skills. Conventions are loaded only when needed, not re-explained every time.
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8.5.

Useful commands

Command What it does

/init Drafts a CLAUDE.md for the current project

/model Switches model (and sets the default for new sessions)

[ © J+(Tab), /plan Cycles permission modes; plan mode explores and proposes
without editing

/compact Summarises the conversation to free up context

/clear Starts a new, empty conversation

/context Shows what is using the context window

/usage Shows cost and plan limits

/memory Opens CLAUDE.md files and auto memory

/agents, /plugin, /mcp Manage subagents, plugins and connectors

/schedule, /loop Create a scheduled routine; repeat a prompt at an interval

9. Resources & Community

9.1.

Official documentation

Claude Code documentation: https://code.claude.com/docs

Prompt engineering guide: https://docs.claude.com/en/docs/build-with-claude/
prompt-engineering/overview

Claude plans and pricing: https://claude.com/pricing

. Learning & training

Anthropic courses: https://anthropic.skilljar.com/

Panjwani’s Claude Code for Economists cohort: https://ai-mba.io/cohorts/claude-c
ode-economists

AT for Econ newsletter: https://ai-mba.io/newsletter/econ

Blattman’s tools and guides: https://claudeblattman.com

Brunnermeier’s “Claude Code for Applied Economists”: https://markusacademy.substa
ck.com/p/claude-code-for-applied-economists

. Skills & workflows

Sant’Anna’s Claude Code workflow: https://github.com/pedrohcgs/claude-code-m
y-workflow

Anthropic’s official skill creator: https://github.com/anthropics/skills

Stata skill setup tutorial: https://ai-mba.io/tutorials/how-to-create-a-stata-s
kill
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9.4. People to follow on X

Name Handle

Alex Imas @alexolegimas
Chris Blattman @cblatts
David Yanagizawa-Drott @QYanagizawaD
Ethan Mollick @emollick

Soumitra Shukla
Kevin Bryan
Andy Hall

Pedro Sant’Anna
Scott Cunningham
Aniket Panjwani

@soumitrashukla9
@Afinetheorem
@ahall research
@pedrohcgs
@causalinf
@aniketapanjwani
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